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Map Reduce

• Our Hadoop installation is quite old! It works with 
the following configuration:
• hadoop-2.6.0

• java version "1.7.0_67“

• Start Cloudera Hadoop
• Start Docker Desktop
• docker run --hostname=quickstart.cloudera --privileged=true -t -i

--publish-all=true -p 8888:8888 -p 8080:80 -p 50070:50070 -p 
8088:8088  -p 50075:50075 -p 8032:8032 -p 8042:8042 -p 
19888:19888 cloudera/quickstart /usr/bin/docker-quickstart

Find detailed documentation here

https://hadoop.apache.org/docs/stable/hadoop-mapreduce-client/hadoop-mapreduce-client-core/MapReduceTutorial.html


Compile

• Compile WordCount.Java
• It is already provided to you on the course page. You 

may also get it from 
https://hadoop.apache.org/docs/stable/hadoop-
mapreduce-client/hadoop-mapreduce-client-
core/MapReduceTutorial.html

• Set environment variables
• set JAVA_HOME=C:\vv\java\1767

• set PATH=%JAVA_HOME%/bin;%PATH%

• set HADOOP_CLASSPATH=%JAVA_HOME%/lib/tools.jar

• bin\hadoop com.sun.tools.javac.Main WordCount.java
• jar cf wc.jar WordCount*.class

https://hadoop.apache.org/docs/stable/hadoop-mapreduce-client/hadoop-mapreduce-client-core/MapReduceTutorial.html
https://hadoop.apache.org/docs/stable/hadoop-mapreduce-client/hadoop-mapreduce-client-core/MapReduceTutorial.html
https://hadoop.apache.org/docs/stable/hadoop-mapreduce-client/hadoop-mapreduce-client-core/MapReduceTutorial.html




Move the jar

• Copy this wc.jar to Hadoop
• docker cp wc.jar <containerid>:/

• Create and copy input file
• docker cp sample.txt  18292039a71e:/



Run the Program

• Switch to [root@quickstart /]# 

• Setup the input
• hdfs dfs -mkdir /user/root/vv/
• hdfs dfs -mkdir /user/root/vv/input/
• hdfs dfs -put sample.txt /user/root/vv/input/
• hdfs dfs -rm -r /user/root/vv/output

• Check if everything went well at http://localhost:50070/

• Now, we are ready to run the MR job
• hadoop jar wc.jar WordCount /user/root/vv/input 

/user/root/vv/output

• Output is in /user/root/vv/output folder
• hdfs dfs -copyToLocal /user/root/vv/output/part-r-00000
• cat part-r-00000

http://localhost:50070/


Done!



Thank You
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